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1 Viewing System to Screen Coordinate Transformation

1.1 The view volume
In order to render a scene we have to define the view volume. This is a truncated pyramid that encloses the objects of
interest. To define the view volume we have to define a near pane at location z = d and a far plane at location z = f .
We also define four planes that constrain the view volume in the x and y directions. We will use the simplified case of
the view plane window being symmetrically disposed about the view plane center. The view volume is shown in Fig.
1.

The view volume is then specified by the six planes:

xv = ±
hzv

d
(1)

yv = ±
hzv

d
(2)

zv = d (3)

zv = f (4)

where:

2h Is the view plane window dimension

d Is the near view plane distance

f Is the far view plane distance

1.2 The perspective transformation
We will now define a perspective transformation that will map the view space into a screen space. In general screen
space is two dimensional but we will want to preserve the z dimension in order to to be able to calculate hidden
surfaces. We therefore will define a transformation that will transform the view frustum into a normalized box. We
want to define a transformation that will preserve the ordering of the z coordinate so that hidden surfaces can be
calculated in this screen space. In homogeneous coordinates a point in view space is just:

P = [xv , yv, zv, 1] (5)

The perspective transformation, is therefore:

Tpers =









d/h 0 0 0
0 d/h 0 0
0 0 f/(f − d) 1
0 0 −df/(f − d) 0









(6)
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Figure 1: The view frustum formed by six planes

When this transformation is applied we get [X, Y, Z, w] = [xv , yv, zv, 1]Tpers. In order to get the screen coordinates
values we have to divide X, Y, Z by w.

xs = X/w , ys = Y/w , zs = Z/w (7)

The full perspective transformation, shown in Fig. 2 is now given by:

xs = d
xv

hzv

(8)

ys = d
yv

hzv

(9)

zs =
f(1 − d/zv)

f − d
(10)

2 Rendering Algorithms
Rendering is a general term that describes the overall process of going from a database representation of a 3-dimensional
object to a shaded 2-dimensional projection on a view surface. This involves a number of separate process:

1. Setting up a polygon model that will contain all the information that needed to render the picture.

2. Applying linear transformations to the model to position objects within the viewing volume and the viewing
(perspective) transformation.

3. Culling back-facing polygons.

4. Clipping polygons against the view volume.

5. Rasterizing polygons, that is converting the real numbers of the model to integer pixel coordinates.

6. Applying a hidden surface removal algorithm.

7. Shading the individual pixels using a shading model (Phong’s model) and an interpolative shading scheme
(Gouraud’s or Phong’s).
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Figure 2: The transformation of the view volume into a normalized cube

2.1 Culling and Clipping
Culling or backface elimination is an operation that eliminates polygons that are obscured by other polygons of an
objects. This is performed on an object by object basis. Any polygons that are eliminated will simplify (speed up)
latter algorithms such as the hidden surface algorithm. The idea is to simply eliminate surfaces of the object that are
not facing the viewer. In general about half of the object’s surfaces can be eliminated by this technique.

The test for visibility is straightforward. We just have to calculate the angle between the normal of the surface and
the view point. If this angle is larger that 90◦ then the surface is not visible. The visibility criterion is just:

visibility => Np · N > 0 (11)

where:

Np is the polygon normal

N is the vector from the polygon to the view point.

2.2 Clipping
In Section 1.2 we explained how we can perform the perspective transformation and how the viewing frustum is
transformed to a box with the following constraints in homogeneous coordinates:

−1 ≤ xs ≤ 1 (12)

−1 ≤ ys ≤ 1 (13)

0 ≤ zs ≤ 1 (14)

We have to clip polygons that appear in the model to the screen space. The algorithm to do this is rather straightforward.
It is illustrated by Fig. 4

Here the polygon is clipped by each plane by testing each edge of the polygon against an infinite clip boundry.
We can look at the innermost loop of this process. Here we will examine the clipping of one line segment against

one clipping plane. There are four possible cases.

1. Both endpoints are within the clipping area.

2. The first endpoint is within the clipping area and the second is outside
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Figure 3: Culling or backface elimination

Figure 4: Clipping a polygon to screen space
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Figure 5: Clipping a polygon against a clip boundary. Each edge of the polygon is tested against the clip boundary

3. Both endpoints are outside the clipping area.

4. The first endpoint is outside the clipping area and the second is inside.

There four cases are illustrated in 5
We can use the dot product to determine if a point is inside or outside of a clip boundary. The geometry is shown

in Fig 6.
We can parameterize an edge by its starting and ending points and a parameter t, where 0 ≤ t ≤ 1.

P(t) = S + (F− S)t (15)

We can define an arbitrary point Q on the clip boundary and Nc the normal to the clip boundary. The sign of N·(P(t)−
Q) indicates whether the point P(t) is inside the clip boundary (negative), outside the clip boundary (positive) or on
the clip boundary (zero). The equation to solve to determine the intersection of a edge and a clip boundary is just:

N · (P(t) −Q) = 0 (16)

If this equation has a solution for tε[0..1] then the edge intersects the clipping boundary.

2.3 Incremental shading techniques
It we apply the Phong reflectance equations to a polygon mesh model will will in general get results that are not
acceptable. The problem is that each polygon (facet) of the model will have a uniform shade. The transitional area
between polygons will be sharp and we will readily see this artifact. There are two incremental shading techniques
that try to minimize this problem, Gourand interpolation and Phong interpolation. Phong interpolation gives better
results and is generally the preferred model.

Both the Gourand and Phong interpolation schemes start from the vertex normals. The vertex normal is defined
by the average of the normals of all the adjacent polygons after clipping in the screen coordinates.
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Figure 6: Determining the intersection of a edge and a plane

Figure 7: The vertex normal Nv is calculated as the average of N1, N2, N3 and N4
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Figure 8: The Gourand interpolation model

2.3.1 Gourand interpolation

The Gourand interpolation scheme interpolates the intensities of the reflectance over the polygon. This process is
normally done for each scan line.

For each scan line the intensities (Ia and Ib) of the pixels on the edge of the polygon are calculated. Then the
intensities of the interior pixels (Is) are calculated. A simple bilinear interpolation is used:

Ia =
I1(ys − y2) + I2(y1 − ys))

y1 − y2

(17)

Ib =
I1(ys − y4) + I4(y1 − ys))

y1 − y4

(18)

Is =
Ia(xb − xs) + Ib(xs − xa))

xb − xa

(19)

2.3.2 Phong interpolation

In the Phong interpolation scheme we interpolate the normals at each point on the polygon and then apply a reflectance
model ( e.g. Phong’s). This method will usually give better results. The Gourand interpolation scheme can even miss
highlights that don’t fall on or close to the vertex normals. Phong’s scheme will pick up these highlights that fall even
if they appear in the middle of a polygon. Of course the computational complexity of Phong’s scheme is higher since
the reflectance model is calculated at each pixel and the interpolated function is a vector (N) rather than a scalar (I).
The equation for Phong’s interpolation are very similar to Gourand’s:

Na =
N1(ys − y2) + N2(y1 − ys))

y1 − y2

(20)

Nb =
N1(ys − y4) + N4(y1 − ys))

y1 − y4

(21)

Ns =
Na(xb − xs) + Nb(xs − xa))

xb − xa

(22)
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Figure 9: The scan line is moved down through the scene producing line segments and spans

2.4 Hidden surface removal
Objects obscure other objects from view. There are many hidden surface algorithms the two most common are:

• Z-buffer based systems

• Scan line based systems

2.4.1 The Z-buffer algorithm

The Z-buffer algorithm is very popular. Its main disadvantage is the amount of memory needed to implement it. This
algorithm allocates for each pixel in the picture a memory location that is used to store the z value of the polygon
that last rendered that pixel. The Z-buffer is initialized to the largest possible value (1 in our normalized screen
coordinates). The polygons are traversed sequentially. If during the traverse of polygons a pixel is to be rendered. It
is only done if its z value is less than current value in the Z-buffer The z value at each pixel can be computed by a
bilinear interpolation very similar to the equations 17-19.

za =
z1(ys − y2) + z2(y1 − ys))

y1 − y2

(23)

zb =
z1(ys − y4) + z4(y1 − ys))

y1 − y4

(24)

zs =
za(xb − xs) + zb(xs − xa))

xb − xa

(25)

In order to get accurate comparison between 20 and 32 bits are needed for each entry in the Z-buffer.

2.4.2 The scan line algorithm

The basic idea is rather than solving the hidden line problem on a pixel-by-pixel basis using incremental z calculation
we calculate spans of polygon edges on a scan line. Effectively we move a scan line plane through the scene and
find the edges that are on this scan line plane. We sort the edges in the x coordinate and for each x value we find the
closest edge. A whole span of the polygon edges can be rendered once it is shown to be closest to the view point. Also
only visible areas are rendered. This technique has the advantage of being exact in finding hidden edges and uses less
memory.
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Figure 10: A view of the edges on the scan plane
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